
Solutions: Exam DSA
This document contains briefs answers and hints regarding the exam questions. Of course 
for the exam, more elaborate answers are expected. 

No rights can be claimed based on the answers. 

Problem A1

a) The following statements are false. Give a counterexample why each statement is not 
true.

1. A preorder traversal of a heap yields the keys in non-decreasing order.

Consider the following tiny heap:

�

Its preorder traversal is (1, 3, 2), which is not a nondecreasing sequence. In a heap, the left 
child can be greater than the right child, as long as both are greater than their parent; but 
such a situation generates a preorder traversal which is not nondecreasing.

2. The worst-case running time of quick-sort on an n-element sequence is O(n log n).

A sorted (or reverse-sorted) sequence will run an O(n2) quicksort if the pivot is picked as 
either `the first element' or `the last element'; in general, if the greatest or smallest element 
of a sequence is picked as pivot, quicksort does very badly.

3. In an AVL tree, the depths of any two external nodes differ by at most two.

Consider the AVL tree

�

 



The depth of the highest external (the one drawn in on the left) is 3, and
the depth of the lowest external (on the right) is 6.

4. The worst-case height of a binary search tree is O(log n).

The worst-case height of a binary search tree is O(n). You can construct a tree that has m 
internal nodes and m+1 external nodes and the height is m. Thus the total number of 
nodes is n = 2m + 1 and the height is (n-1)/2 = O(n). (Also see book, see slides). 

b)  Consider the following algorithm described in pseudo-code, which takes a sequence S 
as

�
Characterize using the big-Oh notation the running time of the above method in terms
of n, the number of elements in S. Justify your answer!

O(n2) 
Explanation: It is not sufficient to say that both loops are O(n), and therefore O(n*n) 
= O(n2) .  The inner loop (while loop) runs the first time n-1, then n-2 until 0; thus 
n-1, n-2 …………2, 1, 0 = ½ n2 – ½ n= O(n2) 

c) Assume you are implementing the sequence with a doubly-linked list with header and 
trailer nodes. Fill in the missing line in the following simple Java implementation of the 
remove method (which doesn’t perform any error checking). Assume that doubly-linked 
nodes  themselves  are  implementing  the  Position  interface;  hence,  they  contain  an 
instance variable element and implement the method with this same name.



�
(p.next).prev = p.prev; 

Problem A2

a) Execute the topological sorting algorithm on the following graph. List the vertices in a 
queue just before removing a vertex in each step, and give the final numbering of each 
vertex in its topologically-sorted order.

�
Answer



�

b) Draw a figure illustrating the comparisons done by the BM pattern matching algorithm 
for the case when the text is “aaabaadaabaaa” and the pattern is “aabaaa”, not counting 
the comparisons made to compute the last function. 

See the table below:

There are in total 10 comparisons

Problem A3

a) In the search for an element x in a binary search tree, the list of nodes x is compared to 
its so-called key sequence for the search. For example, the key sequence for the search for 
18 in the following tree is 20, 10, 15, 18.

a a a b a a d a a b a a a

a a b a a a

a a b a a a

a a b a a a



�

Suppose that we have the numbers 1 to 1000 in a binary search tree and we want to 
search for the number 363. Explain why the following could not be the key sequence for 
the search: 925, 202, 911, 240, 912, 245, 363.

Since 240 occurs after 911, we are now searching in the left subtree of 911. Since all keys 
in that subtree are less-than-or-equal-to 911, all keys visited after 240 must be no larger 
than 911. However, 912 is visited after 240 -- thus, this cannot be the key sequence for a 
binary search tree.

b)  Let T be the AVL tree shown below, which stores items with integer keys.

�
Draw the AVL trees obtained by performing the following operations on T:

1. Insert an item with key 6 into T.
2. Remove the item with key 1 from T.



Note that the above operations should be performed independently, that is, on separate 
copies of T. No credit will be given for part 2 if you perform the removal on the tree 
resulting from the insertion of part 1.

1) Inserting 6 into T causes an unbalance at 8; a restructuring is performed such that z = c 
= 8, y = a = 5, and x = b = 7, resulting in the tree. (Hint: Sketching the tree will help you 
explaining the questions). (Giving the final solution is never sufficient; as an exercise for 
yourself, try to draw them)

�

2) Removing 1 promotes 2 into that position (as if one had performed a 
removeAboveExternal on 1's left child); this unbalances the tree at 3; z = a = 3, y = c = 8, 
and x = b = 5, resulting in the tree. (Giving the final solution is never sufficient; as an 
exercise for yourself, try to draw them)

�



Problem B1

Two binary  search  trees  T’ and T’’ are  said  to  be  isomorphic  if  they  have  the  same 
structure and store the same keys, that is:

• both T’ and T’’ consist of a single (external) node; or
• the roots of T’ and T’’ are internal nodes storing items with equal keys, the left 

subtree of T’ is isomorphic to the left subtree of T’’, and the right subtree of T’ is 
isomorphic to the right subtree of T’’.

Give an O(n)-time algorithm that determines whether two given binary search trees, each 
storing n items, are isomorphic. Your algorithm should return a boolean value. Recall that 
a binary search tree stores items only at its internal nodes. Describe your algorithm in 
Dutch/English  and  in  pseudo-code.  Mention  any  additional  data  structures  used,  and 
explain why the worst-case time complexity is O(n).

The simplest way to do this is just follow the recursive definition:

boolean isomorphic(s, t)
if s is external and t is external

then return true
if (s is internal and t is internal) and s.val = t.val 
and isomorphic(s.left, t.left) and isomorphic(s.right, t.right)

then return true
return false

In the worst case, when trees are actually isomorphic, you must visit every node of each to 
compare them. There are n items in each, thus the algorithm is O(n). I will try to explain the 
major legitimate and incorrect variations on the above themes, why the incorrect ones are 
incorrect, and the general rubric. The major legal variant is that you could have done a 
pre-order (or post-order) traversal on the tree to do the comparison. Of course, the above 
code is a sort of pre-order traversal, where the comparison is done when each node is 
hit". Another way to do it (which many students used) is to use the traversal to copy the 
keys into a sequence (or array, or stack, or queue), and compare them one-by-one 
afterwards. But there is one caveat to this rule: if you only look at the keys, and not the 
externals, this will not work (you will call some trees isomorphic that aren't). Consider the 
following two trees:

�

If you do only a preorder traversal of the keys, you would consider them isomorphic, but if 
you look at the externals you would see that they are not. Another common invalid variant 
was to use an inorder traversal. Inorder traversals are bad even if you do visit the 
externals; if you did such with any two binary search trees that held the same set of keys, 
you would deduce that they were isomorphic, even when that was not the case. For an 
example, consider an inorder traversal of the following two trees:



�

Problem B2

Given an unsorted sequence S storing n integers, implemented as a doubly linked list, and 
another integer z, design an O(n log n)-time algorithm that determines whether there exist 
two elements, x and y, in S such that x + y = z. Your algorithm should return a Boolean 
value.  Describe  your  algorithm  in  Dutch/English  and  in  pseudo-code.  Mention  any 
additional data structures used, and explain why the worst-case time complexity is O(n 
log n).

The idea behind the solution is that a given integer x is only in the solution if the number z 
− x is also in the sequence somewhere. Thus the algorithm is to take all the elements of S 
and insert them one-by-one in AVL tree T ; then iterate over the elements, and for every 
element x search for z − x in T . If ever the search is successful, return true. Otherwise, 
return false. It is O(n log n) even in the worst case, because you iterate over at most n 
elements, and for each one perform a search which is guaranteed to be O(log n) (that's
why we used an AVL tree, instead of a generic binary search tree).

Pseudo code should be given. Exercise for yourself. 

Problem B3

Let S be a sequence of n elements on which a total order relation is defined. An inversion 
in S is a pair of elements x and y such that the rank of x is less then the rank of y in S but x 
> y.

1. Describe (in pseudo-code) an algorithm running in O(n log n) time for determining the 
number of inversions in S.
2. Analyze the running time of your algorithm. (Why is it O(n log n)?)

Let S’’and S’’  be the elements in the first and second halves of S, respectively, and let
s’i and s’’i  refer to elements at rank i in S’ and S’’,”, respectively. Then

(# inversions in S) = (# inversions in S’) + (# inversions in S’’)+ (# inversions involving one 
element from S’ and one from S’’)

The number of inversions in S’ and S’’ can be determined recursively; the main task 
remaining is to efficiently find the number of inversions involving one element from each 
sequence. Since S’ consists of elements coming before those in S’’ in S, an inversion only 
occurs if an element of S’ is larger than an element of S’’. Furthermore, if S’ and S’’ are 
sorted and s’i and s’’j form an inversion, all elements of S’ with rank greater than i also 
form inversions with s’’ j . This leads to an algorithm based on a modification of the merge 



step of merge sort -- in the merge step, when an element of S’’ is chosen instead of an 
element of S’, the number of inversions should be incremented by the number of 
unmerged elements left in S’. As a result, only one pass through S’ and S’’ is required to 
find all of the inversions involving elements of both sequences.

�

�

This does modify the original input sequence S (by sorting it). If it is important to preserve 
the original sequence, another method can be written which first copies S to a temporary 
sequence T, and then returns the result of countInversions(T ). As for the running time of 
the algorithm, the divide and merge steps each take O(m) time for problem of size m, and 
the recursion step divides the problem into two subproblems of size m/2. At depth i there 
are 2i subproblems of size (n/2i) each, so the total time spent on the divide and merge 
steps of those problems is O(2i (n/2i)) = O(n). Since the maximum depth of any subproblem 
is log n (after log n steps the subproblem size is 1), the total running time is O(n log n).


