
Universiteit Maastricht / Maastricht University 
Faculty of Humanities and Sciences 
Kennistechnologie / Knowledge Engineering  
 
 

EXAMINATION 
Data Structures and Algorithms 

 
    Block 1.4: Data Structures and Algorithms  
    Code:  10110 
    Examiner: Mark Winands and Maarten Schadd 
     Date:  April 1, 2009 
     Time: 9.00 - 12.00h 
     Place: 0.015 and 0.009 
 

 
 

 
 
Exam Notes: 

1. The exam is a closed-book exam. 
2. The exam consists of 6 pages (including this page). 
3. The exam time is 3 hours (180 minutes). 
4. Solve two problems out of A1, A2, A3, and two problems out of B1, B2, B3.  
5. If you do not follow the directions and solve all the three problems A1, A2, and 

A3, you will get credit only for A1 and A2. Similarly, if you solve all the three 
problems B1, B2, and B3, you will get credit only for B1 and B2. 

6. Justify your answers. 
7. Before answering the questions, please first read all the exam questions, and then 

make a plan to spend the three hours. 
8. When answering the questions please do not forget: 

• to write your name and student number on each answer page; and 
• to number the answers; and 
• to number the answer pages; and 
• to indicate on the first answer page the language you use for answering 

Dutch or English. 



Problem A1 
 
a) For each of the following, say whether the statement is true or false. No credit is given 
when you have 2 or more of them wrong. 
 
1.  PQ-sort, which uses an AVL-tree as priority queue, has a worst-case running time of    
O(log n). 
2.  A point-based k-d tree has height O( nk log⋅ ) 
3.  If f(n) and g(n) are both O(h(n)), then f(n) + g(n) is O(h(n)).    
4   A breadth-first traversal of a heap will visit the keys in sorted order.  
 
b) We have the following algorithm: 
 

 
 
Characterize using the big-Oh notation the running time of the above method in terms 
of n, the number of elements in A. Justify your answer! 
 
c) Draw a figure illustrating the comparisons done by the KMP pattern matching 
algorithm for the case when the text is “aaabaadaabaaa” and the pattern is “aabaaa”, not 
counting the comparisons made to compute the last function.  
 
 
d) Suppose we represent graph G having n vertices and m edges with the edge list 
structure. Why, in this case, does the insertVertex method run in O(1) time while the 
remove vertex  method runs in O(m) time? 
 
 
 
 



Problem A2 
 
The scientists of Space Lab want to sort their remote sensoring data to reconstruct the 3-
D images of the surface of Mars. They have one million 64-bit integers to sort. 
 
(a) If they use quicksort, estimate the number of key value comparisons performed. 
(Hint:consider the average time complexity of quicksort.) Explain your answer. 
 
 
(b) If they treat these integers as four-digit, radix-216 numbers and use straight radix sort 
based on the radix-216 notation, how many sorting passes are required to do the sorting? 
Explain your answer. (Hint: A radix-r number means that each digit represents r values. 
For example, decimal numbers are radix-10 because each digit has values 0-9. Similarly, 
binary numbers are radix-2 because each digit has values 0 or 1. Formally, the value of 

an n-digit radix-r number is i
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, where bi is the value of the ith digit from the right 

(starting from 0). Thus the value of the binary number 101010 is 1*25 + 0*24 + 1*23 + 
0*22 + 1*21 + 0*20 = 42. For this problem, you can also think of the radix-216 numbers 
as being a regular binary number with really big digits. The first 16 bits of the integer 
represents the first big “digit”, the second 16 bits of the number the second “digit”, and 
so forth.) 
 
 
(c) Unfortunately, the computer in the Space Lab has only 8 megabytes of available 
memory for running the sorting task. Is it practical to choose bucket sort to be the stable 
sorting method in the implementation of the above straight radix sort? Explain your 
answer. 
 
d) A programmer at the space lab has implemented the following recursive algorithm for 
sorting a sequence S of integers. 
 

• Base Case  If S is empty or consists of a single element, return S. 
• Partition  Let x be the first element of S. Remove x from S and let S1 be the 

resulting sequence.  Let S2 be an empty sequence.  Scan S1 from beginning to end.  
Whenever an element y of S1 such that y > x is encountered, remove y from S1  
and insert y at the end of S2. 

• Recursion Recursively apply the algorithm to sort S1 and S2. Return the sequence 
S’ obtained as the concatenation of S1, x, and S2. 

 
The execution of the above algorithm on a given input sequence is described by a binary 
tree with the following properties: 
 

• each node corresponds to a recursive invocation of the algorithm and stores the 
input sequence S and the sorted output sequence S’ returned; 

• an external node corresponds to a recursive invocation where the base case 
applies; 



• an internal node corresponds to a recursive invocation where a partition is 
performed; in addition to sequences S and S’, it stores the partitioning element x 
and the sequences S1 and S2  created by the partition step; its left (right) child 
represents the recursive invocation on S1  (S2). 

 
We have drawn below the root of the binary tree that describes the execution of the 
algorithm on the following sequence: (6, 2, 12, 5, 15, 9, 7). 
 
 

 
 
 
The task is to draw the left and right subtrees.  
 

 
 
 
e) Is the recursive algorithm of the previous question stable? Explain why (not). 
 



 
Problem A3 
 
a) Oh look! An AVL tree: 

 
 
 
 
 
 
 
 
 
 
 
 

Draw out what the tree would look like after each of the following operations: 
 
(1) inserting 1    
(2) inserting 15 
(3) removing 4   
(4) removing 8 
 
Note that the above operations should be performed independently, that is, on 
separate copies of T. Otherwise, no credit will be given. 
 
b) Draw a picture representing the ordered contents of an initially-empty sequence S after 
each of the following operations: 
 

i.  S.insertLast(a) 
ii.  S.insertLast(b) 
iii.   S.insertAtRank(1,c) 
iv.   S.remove(S.before(S.last())) 
v.       S.insertAfter(S.last(),d) 

 
 
c) Consider a sequence S implemented with a doubly-linked list. Suppose further that S = 
(0, 1, 2, 3, 4, 5, 6, 7, 8, 9), in that order, so that each element is actually equal to its rank. 
 

(1)  What is the rank of an element that causes the elemAtRank method to run the 
slowest? Why? 
 
(2) What is the rank of an element that causes the insertAtRank method to run the 
fastest? Why? 

 



Problem B1 
 
Assume we have two sets A and B, which are implemented as sorted Sequences. 
 
a) Give an efficient algorithm for computing BA⊗ , which is the set of elements that are 
in A or B but not in both. Describe the complete algorithm in Dutch/English and in 
pseudo-code. 
b) Give the running time of your algorithm. Justify your answer. 
 
Problem B2 
 
Let S be a sequence containing pairs (k; e), where e is an element and k is its key. There 
is a simple algorithm called COUNT SORT that will construct a new sorted sequence from 
S provided that all the keys in S are different from each other. For each key k, COUNT 
SORT scans S to count how many keys are less than k. If c is the count for k then (k; e) 
should have rank c in the sorted sequence. 
 
(a) Give the pseudo-code for COUNT SORT. 
(b) Determine the number of comparisons made by COUNT SORT. What is its running 
time? 
(c) As written, COUNT SORT only works if all of the keys have different values. Explain 
how to modify COUNT SORT to work if multiple keys have the same value. 
 
 
Problem B3 
 
Let T be a binary search tree, and let x be a key.  
 
a) Give an efficient algorithm for finding the smallest key y in T such that y > x. Note that 
x may or may not be in T. Describe your algorithm in Dutch/English and in pseudo-code. 
b) Explain why your algorithm has the running time it does.  


